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SUMMARY

Queueing Networks with Shared Resources

In queueing theory phenomena occurring in queueing systems are studied. A queue-
ing system consists of one or several queues at which customers can be served. A
customer arriving at a queue and not directly taken into service joins a buffer before
it is taken into service, or will be rejected. After receiving service at a queue the
customer moves to the next queue or leaves the system. The last decade queueing
theory has proven to be successful for the study and improvement of efficiency of
systems in all sorts of application areas, such as computer communication systems,
transport and distribution networks, supermarkets, production- and stock systems,
call centers and patient logistics.

In most queueing models it is assumed that the service capacity at each queue is
independent of the number of customers in the other queues. The behavior of these
models are well studied and lots of insights are obtained. But in many applications,
such as application servers, cable networks, mobile ad hoc networks and distributed
software-systems, this assumption on the service capacity is incorrect. Such systems
are queueing networks with shared resources, in which the total service capacity
is dynamically shared among the different queues, depending on the number of
customers at each of these queues.

There is relatively little known about the behavior of queueing models with
shared resources, despite of the fact that they have many relevant applications. In
this thesis we study the behavior of these kinds of queueing models. First, we focus
on stability characteristics. The stability of a queue affects the performance of the
system. An important performance measure for instable queues is the throughput,
which is the average number of customers per time unit leaving the queue, measured
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over a long period of time. However, for stable queues, it is interesting to study the
steady-state distribution of the number of customer in the system. In some cases
the existence of a product-form solution of the steady-state distribution leads to
the deduction of performance measures which are a function of the queue length
distribution. Product-form solutions for several models with shared resources are
extensively studied in this thesis.

The Limited Processor Sharing (LPS) queue plays an important role in this
thesis. In this queue service capacity is assigned to a limited number of customers
in a processor sharing fashion. Despite the practical relevance, hardly any analytical
results are known for the LPS queue. Important insights in monotonicity properties
for the number of customers in the LPS queue with respect to the number of servers
at the queue are obtained. This insight can serve to minimizing the queue length
with respect to the number of servers. When it is possible to vary the number of
servers over time, the queue length of an LPS queue can be dynamically optimized,
which is done for the LPS queue and a tandem variant.

In Chapter 2 two characteristics are studied: rate stability and throughput.
Roughly speaking, a queue is rate stable if the long-term growth rates of the num-
ber of customers in a queue equals zero. Note that these performance indicators
are fundamentally different for queueing networks with shared resources than for
classical queueing networks in which the service capacity is assigned to a queue
independent of the number of customers at other queues. Necessary conditions for
rate stability for each individual queue are obtained, as well as upper bounds for the
throughput per queue under mild assumptions on the capacity assignment function.
An explicit characterization of rate stability and throughput is given for two queues
in series and for two queues in parallel.

In Chapter 3 it is studied whether or not a product-form solution for the steady-
state distribution exists. Two models are analyzed; a tandem model with two
queues in series and a model with two queues in parallel. The service capacity
is dynamically assigned to the queues based on the number of customers in the
system. A necessary and sufficient condition for the existence of a product form is
given. This condition unifies the tandem and parallel model in one theorem, due
to the construction of an artificial Markov chain. The condition is applied to some
capacity allocation functions, which leads to several new product-form results for
queueing networks with shared resources.

Monotonicity properties of the LPS queue are considered in Chapter 4. For the
LPS queue we prove that for service time distributions with a decreasing failure
rate the queue length is decreasing (stochastically) if the number of customers that
can be served simultaneously is increasing at the same time. For service times with
an increasing failure rate the reverse holds. Next, we demonstrate that a similar
result holds for a so-called Foreground-Background (LFB) queue. This queue serves
the customers with the smallest amount of service received, but only a limited
number of customers is eligible for service. If subsequently a customer leaves, a
customer from the buffer is added to the pool of customers being eligible for service.
Additional, the asymptotic decay rate of the queue length distribution is compared
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for models with and without restrictions on the number of customer that can be
served simultaneously. It is proven that the decay rate of the LPS queue equals the
decay rate of the queue length of the First Come First Served (FCFS) queue.

In Chapter 5 we study the optimal dynamic allocation of servers in an LPS queue
with phase-type service time distributions, by which the average sojourn time of a
customer will be minimized. Based on the number of customers in each phase servers
can be allocated to the customers. A new decomposition approach is developed so
that monotonicity properties of the relative value function can be obtained. These
properties lead to an explicit characterization of the optimal dynamic strategy.
Numerical examples show that in most cases the dynamic allocation leads to a
more efficient use of the capacity in comparison with static allocation strategies.

In Chapter 6 the optimal dynamic allocation of servers is considered for a tandem
of queues, in which the servers share an underlying resource in a PS fashion. The
service times are considered to be Erlang- or exponential distributed. This model
is motivated by the fact that there is a need for the development of optimal al-
location strategies for application servers. Optimal dynamic allocation strategies
are obtained by studying the properties of the relative value function. The optimal
strategy assigns servers to customers with a shorter expected sojourn time than cus-
tomers already in service. The strategies are implemented in an Apache Web server,
which shows that the optimal allocation strategy leads to significant improvement
of the performance of application servers.


